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ABSTRACT 

Clean slate design of computing system is an emerging topic for 

continuing growth of warehouse-scale computers. A famous 

custom design is rackscale (RS) computing by considering a 

single rack as a computer that consists of a number of processors, 

storages and accelerators customized to a target application. In RS, 

each user is expected to occupy a single or more than one rack. 

However, new users frequently appear and the users often change 

their application scales and parameters that would require 

different numbers of processors, storages and accelerators in a 

rack. The reconfiguration of interconnection networks on their 

components is potentially needed to support the above demand in 

RS. In this context, we propose the inter-rackscale (IRS) 

architecture that disaggregates various hardware resources into 

different racks according to their own areas. The heart of IRS is to 

use free-space optics (FSO) for tightly-coupled connections 

between processors, storages and GPUs distributed in different 

racks, by swapping endpoints of FSO links to change network 

topologies. Through a large IRS system simulation, we show that 

by utilizing FSO links for interconnection between racks, the 

FSO-equipped IRS architecture can provide comparable 

communication latency between heterogeneous resources to that 

of the counterpart RS architecture. A utilization of 3 FSO 

terminals per rack can improve at least 87.34% of inter-

CPU/SSD(GPU) communication over Fat-tree and improve at 

least 92.18% of that over 2-D Torus. We verify the advantages of 

IRS over RS in job scheduling performance. 
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1. INTRODUCTION 
The rapid expansion of datacenters worldwide has been fueled by 

the explosive growth in emerging fields, e.g., social media 

analysis with artificial intelligence (AI) processing. Ironically, 

very same proliferation of rack servers has also introduced new 

concerns. Many servers are not optimally configured for their 

purposes, which can result in waste and inefficiency; a different 

number of GPU/AI accelerators should work together when 

executing some specific applications. Growth in storage, power 

consumption, traffic and processing needs is driving innovations 

in constructing more efficient facilities in terms of scalability and 

optimization ability to each application. 

Traditionally, in a machine room each rack consists of a number 

of homogeneous compute nodes which usually have the same 

amount of processors, memory, storages, and optionally 

accelerators. The computer systems require to be upgraded and 

customized as user applications evolve. The rackscale (RS) 

computing/design/architecture [1] [2] [3] [4] proposed recently 

disaggregates compute, storage and network resources, and 

introduces the ability to pool these resources for more efficient 

utilization in a machine room. It simplifies resource management 

and provides the ability to dynamically compose resources based 

on workload-specific demands. 
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Figure 1. The RS architecture and our IRS architecture.  
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The drawback of RS is the difficulty in providing a different 

number of processors, SSDs and GPUs required by newly 

introduced users that cannot be predictable. This is because the 

computing design is usually optimized to existing users and it is 

difficult to introduce a new rack and its network after the entire 

system deployment in a machine room. This is a compromise 

between high application customization and low system 

utilization. 

In this context, we propose an evolution of the RS architecture to 

radically obtain both merits of high system utilization and high 

optimization ability to each application. It takes both advantages 

of the traditional rack servers and the recent RS architecture. Our 

proposed architecture called inter-rackscale (IRS) disaggregates 

various hardware resources into different racks according to their 

own areas. For ease of understanding, in the following discussion 

we divide hardware resources into three areas, namely CPU 

(Central Processing Unit), SSD (Solid-State Drive) and GPU 

(Graphics Processing Unit). In the IRS architecture, one rack has 

one of different sets of CPUs, SSDs and GPUs, which can be 

shared by multiple different user applications. 

Figure 1 shows an illustration of the RS architecture and our IRS 

architecture. Racks accommodate user applications in rack for the 

RS architecture, and in resource for the IRS architecture. Only in 

the entirely disaggregated server environment of the IRS 

architecture, could the datacenter approach full resource 

utilization. 

For IRS, resources are disaggregated to different racks according 

to their own areas. Thus, a main concern is communication 

latency among different resource racks. To reduce the impact of 

the large inter-rack latency on running applications and make the 

inter-rack communication latency comparable to that in RS, we 

introduce a wireless technology called free-space optics (FSO) [5] 

with high bandwidth over 10 Gbps for communication between 

racks in IRS. The wireless datacenter system assumes that inter-

rack links are wireless while intra-rack links are electric or optical 

cables [6]. An important property of the wireless system is that the 

link endpoints can be swapped on demand so as to lower 

communication latency and make job mapping and scheduling 

more flexible. 

The wireless datacenter proposed in [5] has a per-compute-node 

granularity of reconfiguration whereas the IRS architecture in this 

work has a finer per-processor/storage/GPU granularity. We 

consider that a per-application granularity of link reconfiguration 

in IRS is important to optimize system configuration for newly 

introduced parallel applications after the entire system 

deployment. 

Our main contributions in this work are as follows: 

 We propose a highly customizable inter-rackscale (IRS) 

architecture that disaggregates various hardware resources 

into different racks according to their own areas. We use 

free-space optical (FSO) links between IRS racks so as to 

lower inter-rack communication latency, and make job 

mapping and scheduling more flexible. 

 Through a large IRS system simulation, we show that by 

utilizing FSO links for interconnection between racks, the 

FSO-equipped IRS architecture can provide comparable 

communication latency between heterogeneous resources to 

that of the counterpart RS architecture. 

 We present that a utilization of 3 FSO terminals per rack can 

improve at least 87.34% of inter-CPU/SSD(GPU) 

communication over Fat-tree and improve at least 92.18% 

of that over 2-D Torus. 

 We verify the advantages of IRS over RS in job scheduling 

performance. 

The rest of this paper is organized as follows. Section 2 presents 

the IRS architecture and the floor-layout designs of 

interconnection networks for IRS racks. Section 3 shows 

simulation results for a large IRS system. Related works and 

possible improvement are discussed in Section 4. Section 5 

concludes with a summary of our findings in this paper. 

2. INTER-RACKSCALE ARCHITECTURE 

2.1 Concept 
The proposed architecture can be deemed as an evolution of the 

RS architecture: the inter-rackscale (IRS) architecture, which 

allows a datacenter to allocate hardware resources with greater 

efficiency by providing multiapplication-to-multirack (m-to-n) 

resource allocation. Compared to the generic virtualization of a 

single server into multiple nodes, the IRS architecture provides 

better system utilization and even approaches full resource 

utilization in a datacenter.  

 

 

 

Under the IRS architecture, one rack consists of homogeneous 

hardware resources, such as CPU, SSD or GPU components. 

Multiple different racks cooperate as a whole computer system to 

run a specified user application. However, as shown in Fig. 2, 

each rack in the system is not exclusively occupied by one 

application. In other words, resources in one rack can be flexibly 

allocated to multiple applications based on their respective 

hardware requirements. Therefore, the whole datacenter system 

under the IRS architecture can make full use of all hardware 

resources with a fine-grain granularity.  

An essential part of IRS is to deploy FSO terminals on top of 

racks to directly connect two disjoint racks. Such wireless 

connections lower inter-rack communication latency, and enable 

full resource utilization of the system, regardless of host locations 

and interconnections. 

2.2 Behavior 
Job mapping and scheduling can be flexible in the IRS system due 

to its fine-grain granularity during resource allocation. When one 

job comes in, it is first mapped to CPU resources located at one or 

more racks that form a specified network topology such as Mesh 

or Torus. Then the CPU resources require to transfer necessary 

Figure 2. Job allocation occurs in rack for RS, and in 

resource for IRS. 
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data with SSD and/or GPU resources based on the application’s 

property. 

One of the biggest challenges in IRS is interconnectivity and 

latency because it offers a disaggregated server environment. If 

hardware resources in two racks communicate across many top-

of-rack (ToR) switches or hops, it imposes a large communication 

delay on the system, and thus degrades application performance. 

To address the inter-rack communication problem, we use FSO 

terminals equipped on top of racks to enable their direct 

interconnections by wireless links. The FSO interconnections 

make inter-rack topologies more compact, and thus improve job 

mapping and application performance. The evaluation results in 

Section 3.3.1 show that the use of FSO links can alleviate the 

impact of large inter-rack latency over 2-D Torus and Fat-tree, by 

providing near 2-hop connection between IRS racks. We thus 

consider the performance can be comparable to different resource 

communication within one (RS) rack. 

Note that one IRS rack’s hardware resources can be allocated to 

multiple applications on demand, however there is no guarantee 

that each application can utilize FSO links to facilitate its job 

mapping when the number of the on-top FSO terminals for one 

rack is limited. 

2.3 Typical Interconnection Networks 
In this study, we mainly analyze two interconnection topologies: 

Fat-tree and 2-D Torus. 

2.3.1 Fat-tree 
Fat-tree topologies are widely used for current datacenters. An 

advantage of the Fat-tree topology is that all switches can be 

identical, and thus we can leverage cheap commodity parts for all 

these switches in the communication architecture even though 

switch homogeneity may be not required. The cost of deploying 

such a network would be much lower than other traditional 

topologies. We thus consider to apply the Fat-tree topology for 

IRS racks. 

Current typical datacenter network topologies consist of three-

level trees of switches or routers. A three-tiered design has a core 

tier at the root of the tree, an aggregation tier in the middle of the 

tree, and an edge tier at the leaves of the tree. The switches at the 

upper layers of the tree aggregate and transfer packets between the 

switches at the lower layers of the tree. We assume that the 

switches represent the current high-ends in both port density and 

bandwidth, and allow all directly connected hosts to communicate 

with each other at the full speed of their network interfaces. 

We organize an evolved instance of a k-ary Fat-tree topology [7] 

to interconnect switches. There are k pods, each containing two 

layers of k/2 switches. Each k-port switch in the lower layer is 

directly connected to k/2 hosts, and each of the remaining k/2 

ports is connected to k/2 ports of switches in the upper 

aggregation layer of the hierarchy. There are (k/2)2 k-port core 

switches. Each core switch has one port connected to each of k 

pods. The ith port of each core switch is connected to the ith pod 

such that consecutive ports of each pod switch in the aggregation 

layer are connected to core switches on k/2 strides. In general, a 

Fat-tree built with k-port switches supports k3/4 hosts. In this 

work, we focus on the design of the Fat-tree topology with k = 48. 

However, our approach generalizes to arbitrary values for k. 

The Fat-tree structure imposes large hops on inter-rack 

communication especially for the disaggregated resource 

environment under the IRS architecture. Note that a switch delay 

(over 100 ns/hop) is usually far larger than a link delay (about 5 

ns/m). The switch delay dominates the whole network delay for 

running applications. We decrease path hops between IRS racks 

by FSO so as to reduce communication latency for a mapped job 

or application since it usually runs across multiple racks. As 

shown in Fig. 3, 5 hops (yellow solid line) are required for cable 

communication between rack r1 and rack r2, while our wireless 

system can provide 2-hop (red dashed line) communication to 

directly connect rack r1 and rack r2 by using an FSO link. Here, 

the number of hop counts is defined as the number of switches 

that the communication goes through. 

 

 

 

 

 

2.3.2 2-D Torus 
Unlike in Fat-tree, the number of path hops between racks heavily 

depends on the geographical floor-layout of racks in 2-D Torus. 

For running a user job or application, the inter-CPU network 

should be Torus, and the inter-CPU/SSD or inter-CPU/GPU 

network should be Star. Thus, varied relative positions of CPU, 

SSD and GPU racks lead to different diameters of inter-CPU 

networks and different average path hops for inter-

CPU/SSD(GPU) communication. 

According to diverse geographical rack floor-layouts on y axis, we 

propose two prototypes, namely IRS-REPEAT and IRS-LOOP. 

We use FSO links to enable inter-CPU networks more compact 

and improve interaction performance. It is expected that the 

average inter-rack hop counts and latency can be thus 

significantly reduced by FSO. 

Since a 2-D Torus can be obtained from a rectangle by identifying 

opposite sides, we first describe rack deployment which forms a 

rectangle, and then connect racks to make a 2-D Torus. For 

simplicity, we assume that the IRS system has an equal number of 

racks for CPU, SSD and GPU resources. 

         

 

 

Figure 3. The Fat-tree topology with k = 4. 5 hops (yellow 

solid line) are required for cable communication between 

rack r1 and rack r2, while our wireless system can provide 

2-hop (red dashed line) communication to directly 

connect rack r1 and rack r2 by using an FSO link. 
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(a) IRS-REPEAT                       (b) IRS-LOOP 

Figure 4. The 2-D Torus interconnection network for 

RS/IRS racks. The red dashed box indicates a 12-rack 

inter-CPU network. 

 



2.3.2.1 IRS-REPEAT 
First, M racks of homogeneous resources (CPU, SSD or GPU 

resources) are deployed on consecutive N rows which form an M 

× N rectangle. Then, the three rectangles of CPU, SSD and GPU 

racks are connected with each other so that they form a 2-D Torus 

network. Figure 4(a) illustrates this architecture, where 

homogeneous racks repeatedly appear on consecutive rows within 

a 2-D Torus interconnection network. 

One advantage of the IRS-REPEAT architecture is that the inter-

CPU network has a high density since CPU racks are on 

consecutive rows, however the number of inter-CPU/SSD(GPU) 

path hops is large. We assume the inter-CPU/SSD(GPU) hop 

counts to be the number of hops between one CPU rack and one 

SSD(GPU) rack located at the same (x, y) coordinate within their 

own M × N rectangles. Here, the number of hop counts is defined 

as the number of switches that the inter-CPU/SSD(GPU) 

communication goes through. As shown in Fig. 4(a), the number 

of inter-CPU/SSD(GPU) hop counts is equal to N + 1. 

For IRS-REPEAT, the main concern of running jobs or 

applications is not the density of inter-CPU networks but the 

number of inter-CPU/SSD(GPU) hop counts. We thus use FSO 

links to connect disjoint different racks so as to reduce inter-

CPU/SSD(GPU) hop counts to a minimum value 2 since any two 

different racks can be directly connected by an FSO link. 

2.3.2.2 IRS-LOOP 
First, M racks of homogeneous resources (CPU, SSD or GPU 

resources) are deployed on a row so that such N rows each are 

ready for interconnections. Then, the rows of CPU, SSD and GPU 

racks are staggered to be connected with each other so that they 

form a 2-D Torus network. Figure 4(b) illustrates this architecture, 

where different racks loop in row within a 2-D Torus 

interconnection network. 

One advantage of the IRS-LOOP architecture is that the number 

of inter-CPU/SSD(GPU) hops is small since one CPU rack row is 

adjacent to one SSD rack row and one GPU rack row, however 

the inter-CPU network is not compact. We assume the inter-

CPU/SSD(GPU) hop counts to be the number of hops between 

one CPU rack and its directly connected SSD(GPU) rack on y axis. 

Similarly, the number of hop counts is defined as the number of 

switches that the inter-CPU/SSD(GPU) communication goes 

through. As shown in Fig. 4(b), the number of inter-

CPU/SSD(GPU) hop counts can reach a minimum value 2. 

For IRS-LOOP, contrarily, the main concern of running jobs or 

applications is not the number of inter-CPU/SSD(GPU) hop 

counts but the density of inter-CPU networks. We thus use FSO 

links to directly connect disjoint CPU racks so as to make inter-

CPU networks more compact. 

3. EVALUATION 
In this section, we target simulation of job mapping and 

scheduling on a large IRS system. 

3.1 Methodology 
As the mainstay of high-performance computing, parallel jobs are 

cooperated to solve a computational problem. Thus, models of 

parallel job workloads are needed for our evaluation of job 

mapping and scheduling on a large IRS system. Such models have 

several common distinct attributes including job size, which refers 

to the allocated number of resources for one job. In this study, we 

use a common approach to model parallel “rigid” jobs [8], which 

refer to jobs that use a fixed number of resources during runtime. 

In other words, we allocate to one job or application a certain 

number of CPU, SSD and GPU resources for a certain time. 

We developed an HPC simulator in Python to model job mapping 

and scheduling on datacenters. One RS rack runs only one job at 

one time, while m IRS racks can run n jobs simultaneously. We 

consider inter-CPU/SSD(GPU) communication latency for job 

execution time. Our simulation time starts from the first job 

submission and ends until all the jobs are finished. 

We consider a job mapping on a 2-D Torus for the inter-CPU 

network and on a Star topology for the inter-CPU/SSD(GPU) 

network. First, each job is assigned to a set of unused compute 

racks that form the specified inter-CPU network topology. The 

system utilization becomes low in many cases where an incoming 

job cannot be mapped even though a large number of compute 

racks are available since they are disjoint. This situation can be 

improved by using FSO links to connect disjoint or distant 

compute racks. An efficient wireless job mapping algorithm on a 

2-D Torus network topology has been described in our previous 

work [9]. Then, CPUs require to transfer data with SSDs and/or 

GPUs for job execution. For the IRS architecture, increased inter-

rack path hops lead to greater communication latency between 

CPU and SSD(GPU) components since they are in different 

separate racks. In this case, FSO links can be used to reduce inter-

CPU/SSD(GPU) path hops and to lower their communication 

latency accordingly. Thus, job execution time and response time 

can be decreased. 

Table 1. Rack arrangement of different architectures 

Architecture # of Racks Arrangement 
# of FSOs 

per Rack 

RS (Fat-tree) 1,152 k = 48 - 

IRS (Fat-tree) 1,152 k = 48 0/1/2/3/4 

RS (2-D Torus) 1,152 24 × 48 - 

IRS-REPEAT 

(2-D Torus) 
1,152 24 × 48 0/1/2/3/4 

IRS-LOOP  

(2-D Torus) 
1,152 24 × 48 0/1/2/3/4 

 

The arrangement of racks with diverse architectures included in 

our evaluation is shown in Table 1. 

3.2 Workloads and Parameters 
Each job specifies the required number of resources, i.e., CPUs, 

SSDs and CPUs. We regard one unit of CPU as 4 CPUs, one unit 

of SSD as 64 SSDs, and one unit of GPU as 64 GPUs. For one job, 

all the resource requirements are randomly generated but they 

vary up to 25 units each. In other words, the number of required 

CPUs can be up to 100, the number of required SSDs can be up to 

1600, and the number of required GPUs can be up to 1600. 

In our simulation, we generate n ∈  [1000, 10000] jobs as 

workloads with random arrival timings for a Poisson process 

with λ = n/1000. The CPU processing time of one job is also 

randomly generated and it is designated as t ∈ [1, 10] seconds. 

Note that, for IRS the actual job execution time is usually larger 

than the specified CPU processing time, because we take into 

account communication latency overhead of inter-

CPU/SSD(GPU) data transfers.  



Figure 5 shows relative execution time for inter-CPU/SSD(GPU) 

data transfers according to our previous IRS prototype evaluations 

[10]. It can be observed that the execution time incrementally 

increases as the inter-CPU/SSD or inter-CPU/GPU hop counts 

become large. Here, the zero hop means a PCIe device is directly 

inserted to a PCIe Gen3 x16 slot of the host machine in our IRS 

prototype. In most cases, increased path hops impose greater 

communication latency between CPU racks and SSD(GPU) racks 

on job execution. 

 

 

 

3.3 Simulation Results 
In this section, we present evaluation results of job mapping and 

scheduling on a large IRS system.  

3.3.1 Inter-CPU/SSD(GPU) Hop Count 
For the Fat-tree interconnection network, because different 

resource racks are deployed in different pods, the inter-

CPU/SSD(GPU) hop counts are all equal to 5 if we simply utilize 

cable or wired communication between racks. However, the 

different resource racks can be directly connected if we deploy 

FSO terminals on top of the racks. Figure 6 illustrates the average 

inter-CPU/SSD(GPU) hop counts over the Fat-tree topology when 

we deploy 0, 1, 2, 3 and 4 FSO terminals for one IRS rack, 

respectively. It is observed that the inter-CPU/SSD(GPU) hop 

counts can be significantly reduced by the use of FSO terminals 

for different workloads. Especially, if we deploy 4 FSO terminals 

per rack, the average inter-CPU/SSD(GPU) hop counts can be 

decreased to 2.1, which approaches the minimum necessary path 

hops to directly connect two different resource racks. 

 

 

 

 

A similar tendency can be seen from the case of the 2-D Torus 

interconnection network with the IRS-REPEAT architecture. As 

shown in Fig. 7, the inter-CPU/SSD(GPU) hop counts are all 

equal to 17 for cable or wired communication between racks. The 

greater utilization of FSO terminals helps to reduce more inter-

CPU/SSD(GPU) hop counts for different workloads, and 

especially the average hop counts can be decreased to 2.2 when 

we deploy 4 FSO terminals per rack. For the IRS-LOOP 

architecture, since each CPU rack is adjacent to one SSD rack and 

one GPU rack, the inter-CPU/SSD(GPU) communication can 

reach the minimum 2 hops. 

 

 

 

 

Due to the 2-hop connection by FSO, the communication latency 

between IRS racks can be comparable to the inter-

CPU/SSD(GPU) communication latency within one RS rack. We 

thus demonstrate that the inter-CPU/SSD(GPU) communication 

ability of the FSO-equipped IRS architecture can be comparable 

to that of the counterpart RS architecture. This provides great 

latency optimization for each user application when it runs on an 

IRS system. 

3.3.2 Impact of FSO on IRS 
We analyze the impact on the system performance when we set 

different numbers of FSO terminals on top of each rack. Figure 8 

shows the improvement ratio for the Fat-tree interconnection 

network for IRS racks. It reflects the total FSO link utilization 

over all inter-CPU/SSD(GPU) communication during the whole 

job execution time on the system. The evaluation results indicate 

that if more than 3 FSO terminals per rack are allowed, the 

improvement ratio for all inter-CPU/SSD(GPU) interconnections 

can achieve over 87.34%. Moreover, it is shown that different 

workloads have little impact on the improvement ratio.  

 

 

 

For the case of the 2-D Torus interconnection network under the 

IRS-REPEAT architecture, as depicted in Fig. 9, a similar 

tendency for the improvement ratio appears. The improvement 

ratio for all inter-CPU/SSD(GPU) interconnections can achieve 

Figure 6. The average inter-CPU/SSD(GPU) hop counts 

over the Fat-tree interconnection network with the IRS 

architecture. 
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Figure 8. FSO link utilization over the Fat-tree 

interconnection network with the IRS architecture. 

 

. 

 

 

Figure 7. The average inter-CPU/SSD(GPU) hop counts 

over the 2-D Torus interconnection network with the 

IRS-REPEAT architecture. 

 

. 

 

 

Figure 5. Relative execution time for data transfer 

between CPU and SSD(GPU). 

 

. 

 

 



over 92.18%, if more than 3 FSO terminals per rack are allowed. 

However, it is found that more workloads tend to lower the 

improvement ratio. This is because the conditions of job mapping 

on a 2-D Torus network topology need to be fulfilled more strictly 

than that on a Fat-tree network topology. 

 

 

 

3.3.3 Job Scheduling Performance 
First, we introduce some definitions and notations. Assume that a 

job j out of all submitted jobs J is scheduled on nj CPUs out of a 

supercomputer system with the total CPU number N. Its execution 

time is tj during arrival timing aj and completion timing cj. The 

job weight can be defined as njtj and its response time is cj − aj.  

3.3.3.1 Overall CPU Utilization 
During the design of the IRS architecture, various evaluation 

functions such as overall CPU utilization are used in order to 

describe the achieved quality. The overall CPU utilization (OCU) 

can be represented as follows. 

Overall CPU Utilization (OCU): 

𝑂𝐶𝑈 =
∑ 𝑛𝑗𝑡𝑗𝑗∈𝐽

𝑁(𝑚𝑎𝑥 𝑐𝑗 − 𝑚𝑖𝑛(𝑐𝑗 − 𝑡𝑗))
 

 

 

 

Figure 10 and 11 depict the overall CPU utilization for the Fat-

tree and 2-D Torus interconnection networks respectively. They 

reflect the proportion of idle CPU resources during entire 

execution time. The simulation results show that IRS can increase 

the CPU utilization with large workloads when compared to RS, 

which encounters a bottle neck of the CPU utilization as 

workloads increase to around 6,000 over Fat-tree and to around 

4,000 over 2-D Torus. In other words, by applying IRS we can 

make the most of CPU resources for an HPC system with an 

either Fat-tree or 2-D Torus interconnection network. For the 2-D 

Torus interconnection network, IRS-REPEAT and IRS-LOOP 

obtain similar performance in terms of the overall CPU utilization. 

 

 

 

3.3.3.2 Average Response Time 
We check the performance of job scheduling on the FSO-

equipped IRS architecture. We observe if the IRS system can 

improve user experience such as average response time, which 

represents average elapsed time from job submission to job 

completion, including waiting time and execution time. The 

average response time (ART) of all dispatched jobs can be 

represented as follows. 

Average Response Time (ART): 

𝐴𝑅𝑇 =
∑ 𝑛𝑗𝑡𝑗(𝑐𝑗 − 𝑎𝑗)𝑗∈𝐽

∑ 𝑛𝑗𝑡𝑗𝑗∈𝐽
 

 

 

 

 

 

 

Figure 12 indicates the average response time of all dispatched 

jobs on the Fat-tree interconnection network. It is shown that the 

greater utilization of FSO links helps to reduce more average 

response time for different workloads. 

Figure 9. FSO link utilization over the 2-D Torus 

interconnection network with the IRS architecture. 
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Figure 12. The average response time of all dispatched 

jobs over the Fat-tree interconnection network with the 

IRS architecture. 

 

. 

 

 

Figure 11. The overall CPU utilization over the 2-D 

Torus interconnection network. 

 

. 

 

 

Figure 10. The overall CPU utilization over the Fat-tree 

interconnection network. 

 

. 

 

 Figure 13. The average response time of all dispatched 

jobs over the 2-D Torus interconnection network with the 

IRS architecture. 

 

. 

 

 



The case on the 2-D Torus interconnection network is depicted in 

Fig. 13. Similarly, for IRS-REPEAT, the system acquires less 

average response time if we use more FSO terminals per rack for 

different workloads. When we deploy 4 FSO terminals per rack, 

the average response time for IRS-REPEAT approaches that for 

IRS-LOOP where 2-hop communication can be obtained for inter-

CPU/SSD(GPU) data transfers. 

Therefore, we verified the advantage of the FSO-equipped IRS 

architecture in job scheduling such as average response time of all 

dispatched jobs. 

4. DISCUSSIONS 

4.1 Feasibility of FSO 
Free Space Optics (FSO) can be used for high-bandwidth high-

frequency wireless communication (e.g., several-hundred THz 

band for carrier signal) [5]. FSO link reconfiguration consists of 

two sequential steps: coarse pointing and fine tracking. The 

former can be performed by a commercial pan-tilt camera 

mechanical unit (e.g. PTU-D46, from FLIR), which can move 

terminal direction less than one second with the resolution of 

0.013 degrees and the steering speed of 300 degree/second [5]. 

This is a generic technology and we omitted to describe it in the 

manuscript. The latter can be implemented by Arimoto's device 

[11], which acquires target terminal direction in 0.092-degree 

field-of-view (FOV) within 10 milliseconds and maintains a stable 

link within 1.0-degree FOV. 

This work assumed that the FSO link reconfiguration overhead is 

5s. We also tried 1s, 2s and 10s as the FSO link reconfiguration 

overhead with little performance tendency change. This is because 

in practice the time intervals between job submissions are almost 

far larger than the time overhead imposed by FSO link 

reconfiguration. Thus the FSO reconfiguration overhead impacts 

little on the wireless job mapping and scheduling performance in 

the simulation. 

4.2 Embedded Topologies 
In this work, the guest inter-CPU network topology for job 

mapping was specified as Torus. However wireless 

supercomputers and datacenters accept any type of topologies for 

user jobs by reconnecting two non-neighboring compute nodes or 

racks. This would give a long term potential for ideally supporting 

user parallel programs that are free from optimization to a 

specified network topology. 

4.3 Considerations for Graph Embedding 

Dilation 
In this study, we only considered graph embeddings with dilation-

1 so as to have no performance penalty for job execution. 

However, we can also take into account graph embeddings with 

different non-1 dilations if the increased job execution time can be 

compensated by its reduced queuing time. In our future work, we 

will investigate the tradeoff between job mapping dilation and 

queuing time, and thus improve job scheduling performance for 

RS/IRS systems. 

5. CONCLUSIONS 
In this study, we evaluated system performance of a RS 

architecture and a highly customizable and tightly-coupled inter-

rackscale (IRS) architecture. Through the simulation of a large 

HPC system, we illustrated the efficiency of the proposed IRS 

architecture assuming that the inter-rack baseline network 

topology is Fat-tree and 2-D Torus respectively. We showed that 

by utilizing FSO links for interconnection between racks, the 

FSO-equipped IRS architecture can provide comparable 

communication latency between heterogeneous resources to that 

of the counterpart RS architecture. A utilization of 3 FSO 

terminals per rack can improve at least 87.34% of inter-

CPU/SSD(GPU) communication over Fat-tree and improve at 

least 92.18% of that over 2-D Torus. We verified the advantages 

of IRS over RS in job scheduling performance. 
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